
Program outline for the Dagstuhl Seminar "AI x Philosophy: Bridging Minds and Machines" 
 
 

 Sunday Monday Tuesday Wednesday Thursday Friday 

9:00:10:15  Welcome (30 min)  
 
Spotlight introductions  
(45 min, 1-slide 
presentations) 

Input lectures 
 
Bayes (Mark van der Wilk, Emtiyaz Khan, 
Vincent Fortuin) 
 
Epistemology (Richard Pettigrew) 

Workgroup session 4 
​
A4: Can Bayesian AI Learn What It Hasn’t Imagined? (Stephan) 
 
B4: Mechanistic Interpretability Through a Causal Lens (Timo) 
 
C4: Can AIs imagine? Can they be creative? (Alexander) 

Joint discussion of results 1 
​
full plenary 
 
Tom (A1, A3), Vincent (A2), 
Stephan (A4), Mazviita 
(D1) 

Q&A session 
 
Short questions that 
philosophers have always 
wanted to know from AI 
people (and vice versa) or 
always wanted to tell 
them. 
 

10:15-10:45 Coffee break Coffee break Coffee break Coffee break Coffee break 

10:45-12:00 Icebreaker 
 
"Speed dating" 
 
schedule fine-tuning 

Workgroup session 1 
 
A1: What does it mean to be Bayesian? 
(Tom) 
 
B1: What are the obstacles to representing 
causation in AI? (Chris) 
 
C1: Extrapolation or only Interpolation? 
(Mazviita) 

Guided discussion 1 
 
D1: The importance of Moravec's paradox: we cannot solve 
intelligence without solving all of intelligence (Mazviita) 
 
D2: Robust general-purpose intelligence requires explicit causal 
representations (Vincent) 
 
D3: LLMs will make theoretical research capital-intensive, 
concentrating it in large private firms (Konstantin) 
 
11:45 Scheduling & group photo 

Joint discussion of results 2 
​
full plenary 
 
Chris (B1), Francesco (B2), 
Jim (B3), Timo (B4), 
Vincent (D2) 

Concluding session​
 
full plenary 
 
- How to teach AI literacy 
- How to train students 
with or without AI 
- How to fix the publishing 
system 
- Discussing future steps 

12:15-14:30 Lunch and socializing Lunch and socializing Lunch and socializing Lunch and socializing Lunch 

14:30-15:45 Input lectures 
 
LLMs (Sinead Williamson) 
 
Phil of Mind (Mazviita 
Chirimuuta) 

Workgroup session 2 
​
A2: Bayesianism after the ideals break 
(Vincent) 
 
B2: Empiricism in causal modeling 
(Francesco) 
 
C2: Can philosophical concepts become 
scientific benchmarks? (Bojana) 

Self-organized activities​
 
(e.g., hiking, playing billiards, making music, exploring the 
castle) 

Joint discussion of results 3 
​
full plenary 
 
Mazviita (C1), Bojana (C2), 
Konstantina (C3), 
Alexander (C4), Konstantin 
(D3) 

Departure 

15:45-16:15 Arrival Coffee break Coffee break Coffee break 

16:15-17:30 Input lectures 
​
Causality (Dominik 
Janzing, Francesco 
Locatello) 
 
Phil of Science 
(Christopher Hitchcock) 

Workgroup session 3 
 
A3: Occam's razor in ML (Tom) 
 
B3: LLMs and Causal Reasoning (Jim) 
 
C3: Does scientific discovery require 
human understanding? (Konstantina) 

Workgroup session 5 
 
C5: How do I get evidence 
for hypotheses? (Dominik) 
 
B5: Do individual social 
probabilities make sense? 
(Konstantin) 

17:30-17:45 Wrap-up and scheduling Wrap-up and scheduling Wrap-up and scheduling 

18:00-19:00 Dinner Dinner Dinner Dinner Dinner 

19:30-open end Socializing Socializing  Socializing (& wine tasting) Socializing (& pub quiz) Socializing (& karaoke) 

 

https://www.dagstuhl.de/26341

