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Introduction

One of the questions that discussed in multiple forums is about the differences between two disciplines:
· CEP - Complex Event Processing

· DSP - Data Stream Processing

 There are two observations about this area:

1. CEP has wider scope; it allows supporting event causality networks, and event processing mediations, while DSP is extension of database selections to work with data streams, and cover the part of selections.

2. In the proposed EDA mediations that follow the CEP paradigm, each mediation has a “selector” part, in some of the mediation patterns, the “selector” is the main part.

Our hypothesis is that we can leverage the best of breed, by using DSP for the 

“Selector” part of CEP, if the supported SQL language will be extended (for semantics fine-tuning as well as ease of use). This raises the question whether DSP optimizations will be applicable to all cases.
This short paper demonstrates the need to extend SQL using two simple scenarios, and provides an initial proposal to extend SQL. The intention is to get the flavor of these extensions in order to obtain feed-back, and there is no formal specification. 
Scenario number 1: The heavy trading example

Given: 

· A stream of events of a single topic, about the activity in the stock market for a certain stock.  
· An event is produced every 10 minutes when there is trade in the stock.

· Each event consists of: quote (current stock-quote), volume (an accumulated volume of traded events within these 10 minutes). 
· A selection specification: “trigger an automatic trade program if the volume exceeds 300,000 3 times within an hour; pass as an argument the last quote and the sum of the 3 volume values”.
In naïve view this can be easily be implemented as a SQL statement in DSP (assuming time-interval clause is supported):

Select  (Q3.quote, Q1.volume + Q2.volume + Q3.volume)

From   Quote as Q1, Quote as Q2, Quote as Q3

Where (Q1.time < Q2.time and Q2.time < Q3.time and Q1.volume > 300,000 and Q2.volume > 300,000 and Q3.volume > 300,000)
Time-Interval: 1 hour

However, let’s look at a simple example of stream over 2 hours, to find out that life is not that easy.
	Event-Id
	Time-Stamp
	Quote
	Volume

	E1
	9:00
	33.23
	

	E2
	9:10
	33.04
	320,000

	E3
	9:20
	33.11
	280,000

	E4
	9:30
	33.01
	400,000

	E5
	9:40
	32.90
	315,000

	E6
	9:50
	33.04
	320,000

	E7
	10:00
	33.20
	303,000

	E8
	10:10
	33.33
	219,000

	E9
	10:20
	33.11
	301,000

	E10
	10:40
	33.00
	210,000

	E11
	10:50
	32.78
	400,000

	E12
	11:00
	32.70
	176,000


The questions are: 

· How many times the trade programming is triggered ;

· Which arguments are used in each triggering?  

The answer is not so obvious, because we can think of different interpretations in different cases.  A naïve interpretation is to have all the combinations of three events that satisfy the condition (this is in fact the interpretation of the pure SQL query), thus if the query is running between 9:00 – 10:00 we have the following combinations:
	Events Selected
	Quote
	Sum of Volumes

	E2, E4, E5
	32.90
	1,035,000

	E2, E4, E6
	33.04
	1,040,000

	E2, E4, E7
	33.20
	1,023,000

	E2, E5, E6
	33.04
	955,000

	E2, E5, E7
	33.20
	938,000

	E2, E6, E7
	33.20
	943,000

	E4, E5, E6
	33.04
	1,035,000

	E4, E5, E7
	33.20
	1,018,000

	E5, E6, E7
	33.20
	938,000


Thus, the trading program is called 9 times each with a distinct set of arguments.
But, is this what we had in mind when designing this application?

Probably not!

What we really meant is that once a hour (in this case in 10:00) if these selection criteria have been satisfied during the last hour, trigger the trading  program, with the most recent case as an argument, thus the desired answer is: the trading program is called ONCE with the argument:

	Events Selected
	Quote
	Sum of Volumes

	E5, E6, E7
	33.20
	938,000


The challenge is to be able and express this requirement as part of the selection definition.   Before looking at the solution, let’s observe the second scenario.

Scenario number 2: The matching example in continuous trading 

Given: 

· A stream of events that belongs to 2 event-topic: buy-request and sell-request  

· The buy-request consists of : stock, customer-id, quantity, upper-limit

· The sell-request  consists of:  stock, customer-id, quantity, lower-limit

· If a customer sends another sell or buy request before the previous one was settled, it overrides the previous one.

·  The result is a “settlement” event that occurs which matches buy-request with sell-request such as upper-limit >= lower-limit. The result event is: stock, buying-customer, selling-customer, minimum of quantities, lower-bound, upper-bound.   
· The buy-request and sell-request do not participate in any matching again, even if not all desired quantity was settled.

· The matching should be “fair” in the sense of “first bid, first matched”, where the time of a bid is considered as the time of the last override.

Taking these requirements to plain SQL  yields : 
Select (buy-request. stock, sell-request. customer-id, buy-request. customer-id, 
            Min (buy-request. quantity, sell-request. quantity), lower-bound, upper-bound)

From buy-request, sell-request

Where (buy-request. stock = sell-request. stock and lower-bound <= upper-bound)

Consider the following stream of sell events

	Event-Id
	Time-Stamp
	Customer
	Stock
	Quantity
	Lower-Bound

	ES1
	9:03
	Blue
	XRX
	1000
	13.98

	ES2
	9:08
	Red
	XRX
	1500
	14.10

	ES3
	9:14
	Green
	XRX
	500
	14.10

	ES4
	9:22
	Green
	XRX
	500
	14.04

	ES5
	9:40
	Brown
	XRX
	1000
	13.90


and stream of buy events
	Event-Id
	Time-Stamp
	Customer
	Stock
	Quantity
	Upper-Bound

	EB1
	9:12
	Orange
	XRX
	1500
	13.98

	EB2
	9:20
	Yellow
	XRX
	500
	14.05

	EB3
	9:45
	White
	XRX
	1000
	13.90

	EB4
	9:50
	Black
	XRX
	1000
	14.00


Again, plain SQL will not give us the desired result. If we look at the Cartesian Product of  all valid possibilities (the SQL standard interpretation
	Matched-events
	Stock
	Selling-Customer
	Buying-Customer
	Quantity
	Lower-Bound
	Upper-Bound

	ES1, EB1
	XRX
	Blue
	Orange
	1000
	13.98
	13.98

	ES1,EB2
	XRX
	Blue
	Yellow
	500
	13.98
	14.05

	ES3, EB2
	XRX
	Green
	Yellow
	500
	14.04
	14.05

	ES5. EB3
	XRX
	Brown
	White
	1000
	13.90
	13.90

	ES1, EB4
	XRX
	Blue
	Black
	1000
	13.98
	14.00

	ES5, EB4
	XRX
	Brown
	Black
	1000
	13.90
	14.00


Our desired result is:

	Matched-events
	Stock
	Selling-Customer
	Buying-Customer
	Quantity
	Lower-Bound
	Upper-Bound

	ES1, EB1
	XRX
	Blue
	Orange
	1000
	13.98
	13.98

	ES3, EB2
	XRX
	Green
	Yellow
	500
	14.04
	14.05

	ES5. EB3
	XRX
	Brown
	White
	1000
	13.90
	13.90


The issue of different interpretations when there are multiple events has been identified in the early days of active database research; the term “consumption modes” have been used in the HiPac project.  In the Snoop project, Sharma Chakravarthy et al have defined four cases: Recent, Chronicle, Continuous and Cumulative.  Each of them included another way to select events, however those provides a “package” of design decisions that come together.    

We are following the software engineering principle of “separation of concerns” to 

isolate design decisions. Note that these decisions do not create an imperative programming; they can be treated like policies that have to be implemented.
Design Decisions:

Decision 1: When is the selection relevant?
Scenario 1 is relevant when the “one hour time interval” is open; see decision 2 for more details.

Scenario 2 is relevant as long as there is a continuous trading.  This has the “within context” clause. 
Decision 2: Interval or intervals?
Do we allow multiple time windows?   Since the definition of scenario 1 is “within an hour”, the question is:  What opens this one hour interval?   In some cases we would like to have fixed intervals such as: 9:00 – 10:00, 10:00 – 11:00 etc, but in other cases we may want to interpret “within one hour” as --- start an interval in every quote, and close it after an hour.  In that case, we may have multiple instances of this time-interval.   In certain cases we would like to have this option.
The Possible values for this decision are:

(1). No --- only the original time window is opened.

(2). Yes – multiple time windows are opened in parallel, and thus the processing will be done separately in any of them

(3). No --- the new time window overrides the older one, but just one is open.

Clearly this decision changes the processing, if we allow multiple time windows (and there are examples when we want to do it), we would have 6 time intervals open in parallel; the calculation is done separately in each interval.
Note, that in scenario 2, the time-interval is not fixed, but this matching process is valid as long as the “continuous trading” context is in effect. 

Decision 3:  When is the time that a detected event is reported?

The Possibilities here: 

· Immediately

· Deferred (At the end of the time interval).
For example, our interpretation for scenario 1 is deferred, and for scenario 2 is immediate.

Decision 4: Within an interval – one or many result streams? 

One of the common interpretations is to view this selection as “existential”, meaning: when we find the FIRST sub-stream of events that satisfies the predicate, we use it and terminate the time window. 
In Scenario 1 – for the time window that starts in 9:00, we shall have the result 
	Events Selected
	Quote
	Sum of Volumes

	E2, E4, E5
	32.90
	1,035,000


and the time window will terminate at 9:40.
An alternative is to allow multiple sub-streams as a result, which is the case for Scenario 2.
Decision 5.  Using quantifiers on multiple instances:

Possibilities: First, Last, Each.

Quantifier type: Relative, Absolute (absolute first is --- evaluate to true if the first satisfies. Relative first --- find the first that satisfy).


Scenario 2 is an example in which we want the first pair of buy-request and sell-request that satisfies the condition (relative first). 
Absolute first means --- take the first event and if it satisfies the condition use it, otherwise do nothing.  This would yield a different result.
Relative first means --- the first event that satisfies the condition, in the interval 9-10

the event E2 is the relative first.

.
Decision 6:  If an event is used for situation detection in the same time-window can it be used again, or is it “consumed” and not used anymore?

In Scenario 1, if the all events are “consumed”, we get between 9- 10 only 
	Events Selected
	Quote
	Sum of Volumes

	E2, E4, E5
	32.90
	1,035,000


If we had 6 events that meet the condition in this time interval, we would get a second result.

In Scenario 2, we assume that all events are consumed in our target solution, and an event cannot be matched twice (we can change the rules of the game such that a buy or sell event which the matching do not have all quantity is totally consumed).
Decision 7:  Overriding 

 In Scenario 2, each event with the same customer and stock overrides all previous ones. 
Now we shall re-visit the SQL syntax.

I propose something like:

Scenario 1

Operator:  Last 3 instances
Select  (Q (last).quote,  sum (Q. volume))

From   Quote

Where Q. volume > 300,000 

Within 1 hour 

Overlapping-intervals: no

Detection-time : deferred
Detection-type:  single
This syntax combines both extensions that express the design decisions and syntactic sugar for ease of use.

The operator “Last 3 instances” is a “syntactic sugar” over the time conditions, while this can be expressed inside the “where” it is serves the separation of concerns to have a clause for each operation (sequence,  N instances, at least, at most…).  All clauses that are not applicable/relevant or use default values are not specified.  For homogenous streams,  set operations can be applied. 

Scenario 2

Operator: And  /* conjunction where the order does not matter */

Select (buy-request. stock, sell-request. customer-id, buy-request. customer-id, 

            Min (buy-request. quantity, sell-request. quantity), lower-bound, upper-bound)

From relative first (buy-request, sell-request)
Where (lower-bound <= upper-bound)

 Correlated-by: Stock 

Within-context: Continuous-trading 
Detection-time: Immediate

Detection-type: Multiple

Consumed-events: all

Override:  all (correlated-by Customer)

 The operator AND is again “syntactic sugar” that is intended to simplify the query.

Correlated-by is a clause that provides the “matching condition”, in case that the condition is having a common value of the same variable, which is identical in all events, then mentioning the name only is sufficient.  Note that correlation by the same value is not really SQL Equi-Join. 
 The thinking here is of event-at-a-time processing vs. set-oriented processing in SQL.
Consumed events can relate to one or more of the events, and can be conditioned. In this case it refers to all events and it is unconditioned.  Override can also refer to one or more events, here it refers to all events, and it is conditioned on having the same customer (in addition to having the same stock, which is the roof condition).

This drill provides the flavor of the SQL extensions.  These are not formal definitions, and are used to demonstrate the flavor.

 Some properties:
1. Follows separation of concerns: allow to express explicitly each decision that may have various semantic interpretations.

2. Have “pure SQL” as a subset, in cases where defaults are used, we are back to pure SQL.

3. This is easy to express in tooling, where there is some wizard/form for each decision.

4. Notion of completeness (how do we know that all decisions are covered) – TBD.

